
International Journal of Information Technology Vol. 22 No. 1 2016 

                                                                                                                                                               1 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Abstract 

 

High performance computing is crucial for Big Sciences because the proliferation and huge amount 

of scientific data that needs to be analyzed is a serious problem. Traditionally, network resources 

were generally assumed as static resources which users cannot control on demand. By integrating 

network programmability to every stage of a scientific workflow, this study explores a next-

generation high performance computing infrastructure where both computational and network 

resources are flexibly sliced and efficiently leveraged based on the resource requirements of the 

scientific applications. Technically, Software Defined Networking has been adopted as a key 

technology for this purpose. In this paper the concept and goals of a next-generation high 

performance computing infrastructure is introduced and then four core technologies towards the 

infrastructure as the outcomes and results of our research is detailed as well as the future direction of 

our research. 
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I. Introduction 

 Recent scientific research has necessitated a huge amount of data to be analyzed, and thus high 

performance computing usage has been increasing. The advancement in developing scientific 

measurement devices has allowed scientists to obtain more detailed data through the observation of 

physical phenomena and the target objects of their interests. Also, computational results obtained 

through numerical modeling and computer simulation have been increasingly produced and then 

accumulated day-by-day due to the recent maturity of processor technology. As a consequence, the 

computing system expected to be used in scientific research must offer higher computational 

performance to process petabyte-scale scientific data with high efficiency. 

 To meet the challenge, HPC systems need to have a much higher computational power.  Also, the 

architecture of today's high performance computing system has a tendency of shifting from 

traditional SMP and MPP -typed system to cluster system, which is composed of multiple computing 

nodes connected with higher-bandwidth and lower-latency interconnect. For this reason, today's 

HPC systems have been scaling out in terms of the number of computing nodes, rather than in 

performance improvement of the processor itself. Under this situation and trend pertaining to high 

performance computing, network performance has taken on a more critical role in determining the 

overall performance in which scientific applications can benefit, especially in such HPC systems as 

the ones ranked in the TOP500 [1]. With the scale-out of the cluster system, however, this design 

approach of the interconnect for HPC systems is predicted to be more difficult and expensive. 

 Against this background and the consideration mentioned above, our study introduces the idea of 

network programmability brought by Software Defined Networking (SDN) to the HPC environment, 

in the hope that programmable network resource can be integrated into high performance computing.   
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SDN is a new concept of network architecture that separates traditional networking functionalities 

into control and packet-forwarding functionalities and provides us with a way of controlling packet 

flows on a network in a software-programming manner.  More specifically, in this paper, we discard 

the existing network architecture of HPC where the network is a static resource like a pipe which 

users cannot control in a dynamic and fine-grained way and a common sense that the network among 

computing nodes must be invested excessively enough to accommodate multiple inter-process 

communication with a lower latency. Next, we explore a next-generation HPC infrastructure where 

both computational and network resources are flexibly sliced and efficiently leveraged through the 

use of software based on the science appllication's resource requirements. For the purpose, four 

technologies that composes the infrastructure as the outcomes of our study are described. Through 

our experiments we verify the feasibility of our approach of integrating network programmability 

into an HPC environment in the near future.  

 This paper is structured as follows. In section Ⅱ Software Defined Networking, a key concept in 

this study is introduced. Section Ⅲ presents our concept of high performance computing 

infrastructure where network programmability is introduced and the architecture explained along 

with the issues still to be tackled. In section Ⅳ, we summarize research results and outcomes as well 

as the direction of future so far. Section Ⅴ shows the future issues of this study and Section Ⅵ 

 concludes this paper. 

II. Software Defined Networking 

 Software Defined Networking [2][3] is a new concept of the construction and management of 

computer networks. Traditional computer networking facilities have built-in implementation of 

network protocols such as Spanning Tree Protocol (802.1D) and Tagged VLAN (802.1Q). SDN 

provides a systematic separation of two essential functionalities of such networking facilities, 

namely, data forwarding and decision making. In SDN, the data forwarding part is called Data Plane 

and the other part, which decides how each data should be forwarded in a network and conveys the 
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decision to appropriate networking facilities, is called Control Plane (Fig. 1). Control Plane is 

usually implemented as a software program and that is why this is called Software-Defined. 

 

Figure 1:  SDN concept. 

 

 Separating the Data Plane and the Control Plane can deliver many benefits to those who construct 

and manage computer networks. Most significantly, the separation of the Control Plane from 

physical networking facilities such as Ethernet switches makes replacing protocol handling modules 

possible. This can be done quickly by replacing the software program installed in the Control Plane, 

without updating any firmware or configurations on the actual networking facilities. This feature is 

quite beneficial for operators who want to realize their own automated network management suited 

for their particular businesses, or researchers who want to try their new networking protocols or 

traffic management scheme.  

 Another beneficial aspect of SDN, which is more relevant to the research mentioned in this paper, 

is an ability to globally coordinate an entire network. In the traditional networking environment, 

each of networking facilities individually acts based on the statistical information gathered on itself, 

or collected form neighboring nodes through carefully-designed distributed algorithms. In SDN, 

deriving from its centralized nature, the Control Plane can gather the information on the entire 

network and use the information to calculate optimized allocation of valuable network resources (e.g. 
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high bandwidth links, low latency links, etc.). The Control Plane is also able to deploy packet 

forwarding rules to each networking facilities to realize the optimized allocation without inventing 

any new distributed algorithms. 

 

III. Concept of our envisaged high performance computing infrastructure 

 

 As described in section I, this study integrates network programmability into high performance 

computing to explore the next generation of HPC infrastructures. From this perspective, we have 

been working on the research and development of four key technologies composing the 

infrastructure. In this section, a brief introduction of the research concept and goal towards our 

envisaged SDN-accelerated high performance computing infrastructure is shown. Subsequently, four 

key technologies are presented in the following subsections. 

A. Overview  

 

Figure 2: Overview of envisaged SDN-accelerated HPC infrastructure. 
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 Figure 2 shows the overview and technical issues of our SDN-accelerated HPC infrastructure. The 

envisaged infrastructure is based on our consideration that many scientific problems in the recent 

and future science cannot be solved without the collaboration among scientists, each of who is 

located at a different organization. In this study, we discuss the integration of network 

programmability into every stage of a scientific workflow where scientists will benefit from a high 

performance computing service, bringing it into view that the possibility that a paradigm shift from 

traditional HPC pursuing computing performance under the static uncontrollable network resource to 

new HPC pursuing computing performance taking advantage of dynamic controllable network could 

be induced. This paper focuses on the following four stages of the scientific workflow. 

 

B. Resource management  

 At the first stage scientists submit job requests to a high performance computing system. Usually, 

on the HPC system, job management systems (JMS) (also known as schedulers) such as NQS 

(Network Queuing System), LSF (Load Sharing Facility) and Open Grid Scheduler/Grid Engine 

(OGS/GE) [4] are deployed for the purpose of load-balancing and utilization improvement. However, 

many of these JMSs do not take into account the information on network resources, such as available 

bandwidth on each link and topology when allocating a set of computational resources to each job. 

For example, a JMS may assign a set of computational resources among which have congested 

communication paths to a network-intensive job despite the situation that the better set of 

computational resources among which network paths with sufficient capacity are available. "How 

can the network programmability be integrated into JMS?" and "How is resource management 

improved and streamlined?" are questions in this stage. To answer these questions, our research team 

has integrated the network programmability brought by SDN into a traditional JMS so that the SDN-

enhanced JMS can choose a better set of both computational and network resources to each of users’ 

job requests based on their specified requirements. 
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C. Inter-process communication 

 At the second stage the submitted job is executed on the HPC system. In general, scientific 

applications which require high computational power are designed to be deployed and run on 

multiple processes in parallel. In the case that the HPC system is a cluster system, these multiple 

processes are distributed to multiple computing nodes and start by performing a sequence of inter-

node communications for data synchronization and exchange. Thus, the time required for inter-node 

communication among multiple processes can be a major component in the total execution time of 

the scientific application. However, few control mechanisms of inter-node communication are 

incorporated with the user's application. This is because the previous network architecture is static 

and cannot be controlled in a fine-grained way. "How can inter-process communication be 

accelerated if the network programmability is integrated?" is a question in this stage. To answer this 

question, this study focuses on MPI (Message Passing Interface), which is a de facto standard library 

for parallel programming and widely used in the world.  By integrating the network programmability 

of SDN into the MPI library, a SDN-enhanced MPI library that allows users to take maximum 

advantage of an interconnect of the high-performance computing system has been investigated. 

 

D. Remote visualization 

 Visualization is an essential stage in every field of scientific research. Especially in the era when 

the scientific data to be analyzed has been dramatically increasing, visualization technology that 

allows scientists to intuitively and efficiently understand the meaning of data is on high demand. 

Moreover, visualization in modern scientific research has to solve a newly emerged challenging 

problem caused from the proliferation of scientific data. The proliferation of scientific data makes it 

more difficult for scientists to move their terabyte-scale data located on a remote site to their local 

site for visualization purposes, despite the recent maturity of network technology. From the point of 

view described above, we focus on the feasibility and possibility of remote visualization that allows 
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scientists to visualize only the scientific data of their interests on demand without moving such data. 

"How can remote visualization be smoothly performed in interaction with user operation if network 

programmability is integrated with remote visualization technique?" is a question in this stage. This 

study puts our focuses on a SAGE visualization middleware that allows us to display multiple sets of 

scientific data, each of which may be located on a different organization, onto a single large display 

composed of multiple monitors, through the use of network streaming techniques. To answer the 

question above, we have applied the functionalities of SDN into the remote visualization realized by 

SAGE for service sustainability and better user experience. 

 

E. On-demand cloud formation 

 In recent data-intensive science how much computational power is available is an important factor 

that affects its advancement. Even if scientists can benefit from a HPC system on a local site, they 

require more computational power on remote sites [5][6]. In the fourth stage, we focus on a 

technology that allows scientists to aggregate and harness computational resources from multiple 

sites on demand. "How can a set of computational and network resources be aggregated and 

integrated into a HPC cloud?" is a question in this stage. From this perspective, a wide-area virtual 

cluster toolkit that forms a cluster system composed of multiple virtual machines, each of which may 

be located on a remote site, has been researched as well as network formation suitable for the virtual 

cluster.  In addition, since the establishment of a better network for such virtual cluster against an 

inter-domain network with dynamic characteristics in bandwidth and latency, optimization of inter-

domain network using SDN has been researched to improve the performance of the wide-area virtual 

cluster. 

Ⅳ.  Research result and outcome 
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A. Resource management 

 In today's HPC cluster system, the communication performance among computing nodes allocated 

to a job is an important factor in gaining high performance in terms of computational throughput. 

Since many of the submitted jobs are performed as parallel and distributed computation, a Job 

Management System (JMS), which is usually deployed onto a high-performance computing systems 

for utilization improvement, priority control and load balancing purposes, is required for allocating 

an appropriate set of both computational and network resources for the computation. However, most 

current JMSs used in the real world do not handle the interconnect of a cluster system as the network 

resource, in spite that there is a possibility of being able to suppress the degradation of the 

communication performance by dynamically arrange and coordinate packet flows of multiple jobs 

running concurrently on the interconnect. The major reason is explained from the fact that the JMSs 

have been designed based on the assumption that the interconnect can accommodate arbitrary 

communications generated by jobs. In this study, we investigate a new network-aware JMS which 

can efficiently manage both computational and network resources. 

 

Figure 3: SDN-enhanced JMS framework. 
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 To realize the functionalities of handling the interconnect of network resources, we focus on the 

concept of SDN, which enables the dynamic control of an entire network in a centralized and 

programmable manner [7]. The network-aware JMS, called a SDN-enhanced JMS framework, has 

been designed and developed by leveraging OpenFlow, which is an implementation of the SDN 

concept. The system structure of the SDN-enhanced JMS framework is shown in Fig. 3. The 

functionalities for handling network resources were designed as two external modules: the network 

control module and the brain module.  

 The network control module provides the functionalities to control the interconnect as network 

resources by integrating the SDN controller. The brain module retrieves information of resource 

usage and user requirements specified in a user’s job script by utilizing the functionality of 

traditional JMS and the network control module, and then determines the allocation of computational 

and network resources to a job. Additionally, in order to allow an administrator to define how to 

select allocating resources, the brain module provides an interface called resource assignment policy 

class module. The resource assignment policy class module provides APIs which help the 

administrator to make a resource assignment policy as a Ruby script. The resource assignment policy 

is composed of three control phases in which the administrator can define how to process: deciding 

an allocating resource set based on the information of computational and network resources, 

generating the control information of allocating network resources for the SDN controller, and 

removing the information of allocated network resources from the interconnect after the job was 

finished. Under the current implementation of the SDN-enhanced JMS framework, two simple types 

of resource management policies, that is, hop and bandwidth, have been implemented and deployed 

onto the brain module. The hop is basically a resource management policy that respects lower 

network latency and so selects a set of computing nodes so that the network latency among them 

becomes minimum. On the other hand, the bandwidth policy is basically a resource management 

policy that respects higher bandwidth available and thus selects a set of computing nodes so that the 

network bandwidth available among them becomes maximum. Technically, for the implementation 
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of these resource management policies, we have adopted Dijkstra method as the algorithm that 

calculates minimum cost between computing nodes. The value 1 is used as a link cost for the hop 

policy, while the available bandwidth I used for the bandwidth policy. 

 In [7], we conducted an experiment to evaluate the feasibility and effectiveness of network 

resource management by the SDN-enhanced JMS framework. In the experiment, a set of jobs, each 

of which executes a network-intensive program, were submitted to a traditional JMS and the SDN-

enhanced JMS framework with the resource assignment policy on a cluster system with a flat-tree 

OpenFlow network. The cluster system was composed of 28 computing nodes and 5 OpenFlow 

switches. Each node has two Intel Xeon E5-2620 processors (2.00GHz) and a 64 GB memory. Cent 

OS 6.2 was installed to each node of the cluster system. Then, how the job processes were located 

and the length of the job execution time were compared under a traditional JMS and SDN-enhanced 

JMS framework with the above-mentioned two types of resource management policies. From the 

experimental results, we confirmed that the SDN-enhanced JMS framework can efficiently allocate 

job processes to computing nodes and the job's average execution time is reduced.  

 Next, we evaluated the efficacy of the SDN-enhanced JMS framework on a cluster system with a 

practical interconnect which has multiple paths between computing nodes for high bandwidth and 

fault tolerance [8][9]. In the evaluation, we adopted fat-tree interconnect because the topology is 

widely adopted in many practical cluster systems. For handling both computational and network 

resources on a cluster system with fat-tree topology, the SDN-enhanced JMS framework needs to 

deploy a new resource assignment policy. In [8], we designed and implemented a resource 

assignment policy for a cluster system with fat-tree interconnect and then evaluated its effectiveness. 

In designing the resource assignment policy, we assume that a connection between a computing 

node and a network switches is a single link and network switches are connected with multiple links. 

The process flows of the policy is basically composed of the following four steps: (1) understanding 

of the topology of the interconnect and the usage on each network link of it, (2) categorizing 

computing nodes according to their connected network switch, (3) selecting a set of computing 
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nodes connected with as many as possible of the same switches, and (4) deciding communication 

paths between computing nodes selected in (3) from multiple paths based on available bandwidth. In 

[9], we conducted an experiment to evaluate the efficacy of practical application through NAS 

Parallel Benchmarks [10], which is a well-known benchmark suite in the field of high-performance 

computing, and then confirmed the effectiveness of resource allocation by the SDN-enhanced JMS 

framework.  

 Moreover, we also have been studying and developing a mechanism to handle virtualized 

computational resources on the SDN-enhanced JMS framework. In the terms of computational 

resources, user computations are also required flexible resource provisioning from an HPC cluster 

system. Since user programs running in a job has been diversifying, each job has specified resource 

requirement and restriction for the computing environment, such as Operating System (OS) and 

libraries, providing from an HPC cluster system. Moreover, from the feature of a current computing 

node, which has many CPU cores and large memory, it is important to isolate computational 

resources allocated to a job from usage of other jobs for guaranteeing the performance and the 

security. Though today’s virtualization technology such as virtual machines (VMs) enables to 

flexibly control computational resources in a computing node, the computing performance of VMs 

has reduced compared with physical resource allocation. Thus, the resource allocation should be 

performed according to the features of jobs. However, a traditional JMS can handle only physical 

resources as computational resources. In other words, computational resources are generally 

assigned to a job as computing nodes in an HPC cluster system, and then job processes are executed 

on allocated computing nodes directly. The SDN-enhanced JMS framework is also same due to the 

fact that the functions for handling computational resources are provided by a traditional JMS. 

Therefore, we aim at the resource allocation mechanism for controlling both physical and virtualized 

computational resources based on user requirement.  

 In order to realize such a mechanism on the SDN-enhanced JMS framework, some functionalities 

to handle VMs as virtualized computational resources is required: (1) controlling the behavior of the 
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VMs on allocated computing nodes, (2) assigning job processes on the VMs, and (3) user interface 

for indicating required VM. From such viewpoint, we have developed the enhancement for 

providing the virtualized computational resources for each user’s job. Figure 4 illustrates the 

architecture of the SDN-enhanced JMS framework with the mechanism to manage and allocate VMs 

as virtualized computational resources.  

 
Figure 4: Architecture of virtual computational resource management. 

 

 The first functionality is to control the behavior of user-requested VM, such as booting up and 

shutting down for the VM, on computing nodes. This is realized by calling a new module for 

handling the VM by using the functions of Kernel-based Virtual Machine (KVM) instead of a 

traditional module to control job processes according to the introduction of the traditional JMS. The 

second functionality is necessary to assign job processes to the VMs. The SDN-enhanced JMS 

framework cannot handle the VMs as computational resources due to the fact that the VMs are not 

basically installed and configured the JMS module to receive the instructions from the traditional 

JMS. This functionality constructs such computing environment managed by the JMS on the VM. 

The third functionality is implemented as well as the user interface for network resources of the 

SDN-enhanced JMS framework. This interface allows users to indicate an arbitrary VM image for 
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executing the job program. On the novel SDN-enhanced JMS framework, we will evaluate the 

effectiveness through the experiments.  

 

B.  SDN-MPI: Inter-process communication enhanced with network programmability 

 Message Passing Interface (MPI) is the de facto standard of the application programming interface 

(API) for parallel and distributed computing and thus widely accepted. In fact, a number of 

implementations conforming to the MPI specification have been proposed and developed. Examples 

of such implementations include OpenMPI [11], MPICH [12], and MVAPICH [13]. Many of todays' 

scientific applications executed in parallel are coded with MPI. 

 MPI provides a suite of APIs for inter-process communication frequently observed in parallel 

programs. The APIs are classified into two categories: peer-to-peer and collective communication. 

The former category is for the inter-process communication between two processes, and the latter 

category is for the inter-process communication in which more than two processes are involved. In 

general, the execution time of inter-process communication affects the total execution time of the 

program because MPI applications usually use inter-process communication repeatedly until 

computation is finished. Therefore, reduction of the execution time for inter-process communication 

is an issue in obtaining higher computational performance.  

 In this study, we integrate the concept of SDN into MPI so that inter-process communication is 

effectively controlled in synchronization with a MPI program. Until now we have focused on two 

representative communication APIs (MPI_Bcast and MPI_Allreduce) and have succeeded in 

developing new SDN-enhanced broadcast [14] and SDN-enhanced allreduce [15] functionalities as 

proof of concept. Also, we have been working on an interaction mechanism between these SDN-

enhanced MPI functionalities and SDN controller so that real-world MPI programs can benefit 

higher communication performance from a SDN interconnect of a cluster system [16]. 

 

1) SDN-enhanced MPI_Bcast [14] 
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 MPI_Bcast function broadcasts a data from a source (root) process to other processes in a 

communication group.  In this study we control packet flows that occur in the broadcast operation on 

the interconnect so that data is efficiently delivered from the source process and other processes.  

 

Figure 5: SDN MPI_Bcast in action. 

  

 Figure 5 illustrates how the MPI_Bcast enhanced with network programmability, which we have 

proposed and prototyped [14],  works. SDN allows us to control packet flows on the basis of switch 

ports. By leveraging this fine-grained controllability in SDN, the proposed SDN MPI_Bcast delivers 

a specific series of packets from a source process to other processes by taking advantage of the 

packet duplication functionality on SDN switches. The basic idea behind this proposal is that the 

process which intends to broadcast the data sends the data only once and then the SDN switch 

duplicates and delivers it to o the other processes.  

 To realize this broadcast function leveraging the network programmability by SDN, the initial 

configuration and setting of the SDN controller, which is in charge of controlling packet flows of 

broadcast function, must be completed in the initialization stage (MPI_Init) at the execution of MPI. 



Susumu Date, Hirotake Abe, Dashdavaa Khureltulga, Keichi Takahashi, Yoshiyuki Kido, Yasuhiro Watashiba, 

Pongsakorn U-chupala, Kohei Ichikawa, Hiroaki Yamanaka, Eiji Kawai, and Shinji Shimojo 

Before its computation starts, necessary information such as the IP addresses of the computing nodes 

which MPI processes is executed and a special MAC address used as an identifier of the MPI_Bcast 

packets is exchanged between the target MPI program and the SDN controller. Based on the 

obtained information, the SDN controller learns the topology of the network connecting computing 

nodes where MPI processes are executed and makes a communication plan for the target MPI_Bcast 

function. Then, a set of packet duplication rules based on the communication plan is installed onto 

the SDN switches.  

 In [14] we conducted an experiment to confirm the feasibility and possibility of the proposed 

MPI_Bcast leveraging SDN. In the experiment, the execution time of the MPI_Bcast and the 

proposed MPI_Bcast leveraging SDN were compared on a physical cluster in which 27 physical 

computing nodes were connected on a network composed of 3 OpenFlow switches. As a result, it is 

indicated that the prototypic implementation of our proposed MPI_Bcast leveraging SDN is superior 

to MPI_Bcast in OpenMPI implementation. Also, the evaluation implies that the MPI_Bcast 

leveraging SDN is feasible. 

 

2) SDN-enhanced MPI_Allreduce  [15] 

 MPI_Allreduce is a collective communication that performs specific operations, e.g. sum, 

maximize and any user-defined operations, against the values from each process in a communication 

group specified at functional call, and reduces the result to each process. In this study we have 

prototyped MPI_Allreduce that distributes the traffic pertaining to MPI_Allreduce to multiple routes 

in the interconnect of a cluster system [15]. 

 MPI_Allreduce requires much communication among multiple computing node pairs. However, 

while some computing node pairs communicate less, some pairs have to communicate more than 

other pairs. Therefore, even in the case that the interconnect of a cluster system has multiple 

redundant routes between processes, simultaneous communication derived from MPI_Allreduce 

could collide on a single link of the interconnect without any control of communication.  
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Figure 6: SDN MPI_Allreduce in action. 

 

 Figure 6 shows the overview of MPI_Allreduce integrated with the SDN network 

programmability. It assumes that Rank 1 and 2 processes are about to send data to Rank 3 and Rank 

4 processes at the same moment, respectively, on a cluster system with a fat-tree interconnect. The 

SDN controller is in charge of making a topology graph of the interconnect by collecting the 

network information sent from LLDP (Link Layer Discovery Protocol) daemon. Also, it is in charge 

of routing for MPI_Allreduce communication. When MPI_Allreduce is called, it generates a 

communication plan based on the communication pattern and the topology and usage information of 

the interconnect and then installs packet rules to each switch. 

 In [15] we conducted a measurement experiment pertaining to the execution time of the proposed 

SDN MPI_Allreduce. The result showed the proposed MPI_Allreduce decreased the execution time 

for 36 % at most compared with a conventional implementation of MPI Allreduce.  

 

3) Interaction mechanism of SDN-enhanced MPI functionalities and SDN interconnect 
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 As described above, SDN-enhanced MPI broadcast and allreduce functionalities have succeeded 

to reduce the execution time by dynamically controlling network flows based on the runtime 

communication patterns. However, to complete SDN-enhanced MPI, a mechanism that enables a 

series of MPI functionalities during MPI execution to work with the corresponding control of SDN 

must be realized (Fig. 7). From a point of view above, this study has been developing an interaction 

mechanism of SDN-enhanced MPI functionalities and SDN. 

 

Figure 7 : Interaction mechanism of SDN-enhanced MPI and SDN-based interconnect. 

 

 Figure 7 shows our envisaged interaction mechanism of SDN-enhanced MPI and SDN-based 

interconnect. To control network flows along the execution of an MPI program, the controller has to 

learn when the target MPI-enhanced MPI functionalities such as MPI_Bcast and MPI_Allreduce 

take place. Also, the context information such as the communicator information of the corresponding 

SDN-MPI functionalities and the rank of the source process in the case of MPI_Bcast must be 

required. Furthermore, the runtime information of MPI processes must be gathered to the controller. 

For example, which rank of MPI process runs on which computing node must be obtained so that the 

controller calculates how the target SDN-enhanced MPI functionality efficiently delivers data among 
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MPI processes. Moreover, the usage information of the interconnect at the runtime of the target MPI 

program must be utilized for efficient and effective data delivery among computing nodes. 

 Towards the interaction mechanism described above, this study has set up two technical issues: 

generation of control sequence and real-time notification of the upcoming SDN-enhanced MPI 

functionality to the SDN interconnect. For the first issue, we have prototyped a control sequence 

generator [16] that generates a set of instructions with which the OpenFlow Controller controls 

packet flows for the entire MPI program. The control sequence generator extracts the program 

context information from the CLOG-2 log information and then generates a set of instructions for 

driving packet flows on the SDN interconnect by utilizing the usage information of the interconnect 

and MPI runtime information. For the second issues, we still have been working on the development 

of a real-time notification mechanism through the tag information embedded into packets of SDN-

enhanced MPI functionalities.  

 

C. Remote visualization 

 SAGE (Scalable Adaptive Graphics Environment) has been focused on as a technology for remote 

visualization. It is a middleware that enables users in building a tiled display system composed of 

multiple display devices and computers. Figure 8 illustrates the architecture of a tiled display system 

built with SAGE. A tiled display system built with SAGE is composed of the following components: 

SAGE UI, SAIL (SAGE Application Interface Library), the Free Space Manager, and the SAGE 

Receiver. SAGE UI is a graphical user interface that allows users to move and resize application 

windows to be displayed on the tiled display. SAIL is a library that should be linked with 

applications to be shown on the tiled display. It captures the application's output pixels and streams 

each of the fragmented portion of the given image to appropriate SAGE Receivers [17]. Free Space 

Manager manages the size and location of applications and also how the given image should be 

fragmented and delivered to the SAGE Receivers. 
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Figure 8: SAGE architecture. 

 

 As outlined above, the SAGE-enhanced tiled display system naturally depends on network 

transport for its visualization. However, SAGE does not have any advanced functionality for 

efficiently utilizing the underlying network. In short, SAGE just transmits the application's output 

pixel regardless of the traffic of the underlying network. Therefore, in cases where any link failure 

takes place on a network route linking the application and SAGE Receiver, visualization from the 

application is stopped. Furthermore, the user's operations pertaining to window management changes 

the amount of data flown on each of pixel streams from the application to SAGE Receivers because 

the Free Space Manager instructs SAIL to divide the application's output pixels. However, SAGE 

just treats the underlying network as a static resource which it cannot control in a fine-grained way. 

 For the problem mentioned above, we have been working on the enhancement of network 

functionality of SAGE. In the first trial, we have built a network failure avoidance functionality into 

SAGE. Figure 9 shows the architecture of the network failure avoidance functionality proposed in 

[18] The proposed functionality is composed of the following three functions; the network failure 
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detection function, the topology understanding function, and the packet-forwarding configuration 

function. The network failure detection function finds the occurrence of link failures through 

observation of the frame rates at the SAGE Receivers. The detected failure link was managed as 

blacklist. The topology understanding function is in charge of understanding the latest topology of 

the underlying SDN as a graph by utilizing Link Layer Discovery Protocol (LLDP). The resulting 

topology is stored in the form of an undirected graph, which we call a network graph. The packet-

forwarding configuration function discovers and configures an alternative route using the network 

graph and the blacklist in the event of network failure. In [18] we confirmed that the proposed and 

prototyped network failure avoidance functionality leveraging SDN succeeded in finding and 

configuring an alternative route properly so that the visual image shown on a tiled display becomes 

normal again shortly after the communication failure on a specific link.  

 

Figure 9: Architecture of network failure avoidance functionality built into SAGE. 

 

  As mentioned, the application's output pixel was divided and then transmitted to the corresponding 

SAGE Receivers so that each SAGE Receiver receives only part of the pixels to be displayed on the 

set of monitors of which it is in charge. Due to this architectural design, the amount of data on each 
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pixel stream from an application to SAGE Receivers is changed by user interaction and operation to 

the application window to appear on the tiled display. Taking these characteristics of SAGE into 

consideration, we have been working on a dynamic network control functionality that re-allocates 

multiple network streams from the application to SAGE Receivers for user's smooth interaction by 

the user in response to the user's interaction to the SAGE-enhanced tiled display system [19]. 

 

D. On-demand cloud formation 

 

Figure 10: Concept of multi-site virtual cluster. 

 

 Much attention has been given to the development of virtualization technologies that allow the 

creation of virtual machines on actual physical machines. Unlike physical machines, those virtual 

machines can be managed by various software tools. These software technologies allow us to 

manage a large number of computing resources in a dynamic and efficient manner. Recent cloud 

computing infrastructures typified by Amazon EC2 have been thus achieved using these 

virtualization technologies. High performance computing fields are not an exception to this trend. 
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Also in HPC fields, virtualization technologies have been increasingly taking a role of importance as 

promising technologies that enable user-dedicated isolated virtual computing resources and virtual 

clusters from physical resources. For this reason, we have studied similar technologies as shown in 

Fig. 10 for building a multi-site virtual cluster that aggregates virtual computing resources from 

different multiple sites [20][21]. 

 To build a virtual cluster composed of computing resources aggregated from multiple sites, a 

virtual network is required to establish a network dedicated to it. The virtual network is used as an 

interconnect among computing resources composing the virtual cluster. Therefore, the performance 

of the virtual network becomes a major concern and issue. In this study, from the point of view 

described above, by focusing on SDN as a possible solution for dynamically establishing an optimal 

network for the virtual cluster, we have developed a bandwidth and latency -aware network 

controller. The controller periodically monitors the topology and performance of the target virtual 

network. Based on the monitoring information, it assigns a network route with higher-bandwidth 

availability for applications requiring higher throughput between virtual computing resources and a 

shorter network route for applications requiring lower-latency communication. In [22][23] we 

confirmed the usability of the proposed bandwidth and latency -aware network controller. 

Furthermore, we have been developed multipath control technology to improve the performance of 

the aggregated network resources. For the purpose, we have developed a multipath controller which 

searches available multiple paths between source and destination nodes and assigns these available 

multiple paths for each of different TCP connections. Using the proposed multipath control 

mechanism together with multipath TCP (MPTCP) or GridFTP, we can utilize multiple different 

paths simultaneously for transferring data and get much better performance [25][26]. 

 To further evaluate the practicality and usability of our approach to this on-demand cloud 

formation, we have been working on the deployment of a SDN/OpenFlow testbed named 

PRAGMA-ENT through collaboration with international research partners in the PRAGMA research 

community [24]. At the time of writing this paper, the testbed involves the University of Florida (UF, 
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USA), University of California San Diego (UCSD, USA), Indiana University (IU, USA), Nara 

Institute of Science and Technology (NAIST, Japan), Osaka University (Japan), the National 

Institute of Advanced Industrial Science and Technology (AIST, Japan), and the National Center for 

High-Performance Computing (NCHC, Taiwan) with support from the Florida LambdaRail (FLR), 

Internet2, PacificWave, JGN-X, and TWAREN. On this international SDN/OpenFlow testbed, we 

have been developed an on-demand network slicing technology, AutoVFlow [28], so that users can 

create dedicated virtual SDN network environments for their virtual cluster. AutoVFlow isolates 

user networks from each other by translating MAC addresses of computing nodes automatically on 

the OpenFlow network. 

 

Ⅴ. Future issue and direction 

  

 The research activities described in the previous sections are still underway and we have 

recognized that many technical issues and challenges are remained undone. In this section the future 

directions of our study, which we have in our mind, are described on each of four key technologies. 

   For SDN-enhanced JMS, the development of algorithms for efficient resource assignment in terms 

of both computational and communicational are quite important for verifying the practicality of our 

design. From the viewpoint, we will develop and verify resource assignment algorithms by 

analyzing job characteristics of scientific applications. For SDN-MPI, as described in section Ⅳ(B), 

the Interaction mechanism of SDN-enhanced MPI functionalities and SDN interconnect is an 

important remained issue. Also, the efficiency against real-world MPI-based scientific applications 

must be conducted. For SDN-enhanced SAGE, we have conducted some experiments on an actual 

wide-area network [29]. Based on these experiment experience and results, we would like to deploy 

this technology onto a production-level environment where scientists can use for their own scientific 

research on the daily basis. Lastly, for on-demand cloud formation, we still need an integrated way 

of sliced computational resources and sliced virtual resources for a user-dedicated high-performance 
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computing environment against users’ requirements. We would like to explore the integrated way in 

the collaboration with international partners from a point of scientific research development view. 

Ⅵ.  Conclusion 

   In this paper the concept of our envisaged SDN-accelerated high performance computing 

infrastructure has been introduced, in the hope that the programmable use of the network resource is 

integrated into high performance computing. For the integration of network programmability, 

Software Defined Networking, a newly-emerged concept of network architecture, has been applied 

to four stages composing a scientific workflow where scientists benefit from a high performance 

computing service. We have also summarized the outcomes and results of our research on four key 

technologies corresponding to four stages in the scientific workflow: SDN-enhanced JMS for 

flexible resource management, SDN-MPI for inter-process communication in synchronization with a 

parallel program, SDN-enhanced SAGE for remote visualization enhanced with a dynamic flow 

control functionality, and on-demand cloud formation technology for flexible aggregation of 

computational resources on SDN. These research activities are still underway. From now on we 

would like to work on research and development towards the envisaged SDN-accelerated HPC 

infrastructure where both computational and network resources are flexibly sliced and efficiently 

leveraged. 
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